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Semrush is the leading brand visibility platform 

About Semrush

11 1700+

Employees

2008
Year of foundation

28M+

Users globally from 
scaling startups to the 
Fortune 500

Boston, Dallas, Austin, 
Prague, Limassol, 
Warsaw, Barcelona, 
Amsterdam, Berlin, 
Munich, Belgrade

Offices in 8 countries

22+

Our international  awards



The uncomfortable truth:
> Informational content will lose traffic.

> Citations ≠ clicks.

> The new KPI isn’t ranking. It’s presence in AI answers.



How AI reads your content

User prompt
Natural language query

Query fan-out
Split into 8-12 sub-queries

Web retrieval
Search per sub-query

Chunking
Pages split into 200–500w 

chunks

Embedding + 

matching
Chunks scored against sub-

queries

Synthesis
Best chunks merged into answer

Visibility decision
Cited, mentioned — or invisible

Filter point 1 Filter point 2

Filter point 3

The pipeline your content has to survive.

Stages where content gets filtered out



Query fan-out
One query in, 8-12 retrieval queries out.

"Best CRM for remote teams"

top CRM software 2026

remote team collaboration features

CRM pricing comparison

enterprise vs small team CRM

CRM integrations Slack Zoom

CRM user reviews ratings

AI decomposes

9-11 sub-queries per prompt

Google AI Mode

8.5 sub-queries per prompt

73% of sub-queries are unique

each time — untargetable

49%
more likely to earn a citation

ranking for sub-queries only

vs. head term alone

Topical coverage beats head-term targeting. Your content must answer the constellation of questions, not just the one the user typed.



Chunking and retrieval
Your page isn't evaluated whole. It's broken apart.

Your article

H2 + answer block

Background context

General advice

H2 + answer block

Filler paragraph

Conclusion / CTA

200-500 words each

✕

✕

✕

✕

Semantic

scoring
What survives retrieval

Chunk 1: H2 + answer block

Chunk 4: H2 + answer block

0.91

0.87

similarity

similarity

The uncomfortable math

cited ignored ignored cited ignored ignored

Domain authority doesn't save weak chunks. Each section stands or falls 
on its own.

Your page doesn't get cited. A chunk of your page gets cited. If that chunk can't stand alone, it's invisible.



The sea of sameness problem
Information gain is the filter.

Original research

First-party data inside

This one.

Why?

50 pages. Same topic. Same advice. Same structure.

The problem

AI processes massive amounts of content and needs to conserve 

resources. It needs a reason to select your chunk over identical 

chunks from 50 other pages.

The solution: information gain

What does your content contain that literally cannot be found 
elsewhere?

Original data
Surveys, studies, benchmarks you ran

Branded frameworks
Named models unique to your brand

Proprietary metrics
Numbers no one else can publish

First-party research
Case studies from your own work

If your content is a rewrite of everyone else's content, AI has no reason to choose you. What's here that's only here?



What gets your content into 
the AI conversation?

The tactics that get results



Brand authority
The strongest predictor isn't what you think.

0.334 correlation

Brand search volume is the strongest single predictor of AI citations. Not 
backlinks.

2.8× more likely

Brands on 4+ platforms to appear in ChatGPT responses vs. single-
platform brands.

3× citation probability

Sites with active profiles on G2, Capterra, Trustpilot, and similar review 
platforms.

Entity consistency

Identical name, description, and services everywhere AI looks:

Brand

Your website

Wikipedia

G2 / Capterra / Trustpilot

Social profiles

Industry directories

Reddit / Forums

Watch out: Ambiguous entities in your content can distract the model's 

entity resolution and reduce citation confidence.

PR, community participation, directory listings — things that felt disconnected from SEO now directly feed AI visibility.



Answer blocks 72.4%
of cited posts had

an answer block

44.2%
of citations from

top third of page

90%
answer in first

100 words (Perplexity)

✕ Before

What Are Meta Descriptions?

Meta descriptions have been a part of SEO for many years and 

continue to play a role in how search engines display results. 

Understanding them is crucial for anyone working in digital marketing. 

In this section, we'll explore what they are...
No answer. Throat-clearing. Wastes the extraction window.

✓ After — with answer block

What Are Meta Descriptions?

A meta description is a short HTML attribute (under 160 characters) 

that summarizes a page's content and can appear below the title in 

search engine results.

Direct answer. Self-contained. Citable.

The answer block test:  If this section were extracted and shown completely on its own, with no surrounding page 

context, would it make complete sense?

No unresolved pronouns.  No "as mentioned above."  No assumed prior knowledge.  No links inside the block.

1
~20–25 words placed directly

under a question-based H2
2

No links inside the answer

block — place them below
3

Include original data or a

branded insight nearby



Prompt injection
Pre-build the chunks AI is already looking for.

1
Identify real prompts

Find the natural-language prompts your audience actually types into ChatGPT, 

Perplexity, and Google AI Mode. These are your new keywords.

2
Embed them verbatim

Use those prompts as H2 headings or lead-in phrasing in your content — word for 

word or near-verbatim. This is what fan-out sub-queries will match against.

3
Answer with a self-contained block

Under each prompt-heading, place a direct answer block (~20–25 words). No 

links inside. Passes the answer block test. This is the chunk retrieval will extract.

In practice:

User prompt:  "What is keyword cannibalization?"

Your content

What Is Keyword Cannibalization?

← Prompt embedded as H2

Keyword cannibalization occurs when multiple pages on the 

same site compete for the same search query, splitting 

ranking signals and reducing visibility for all of them.
← Self-contained answer block

Where fan-out optimization meets answer block structure — you're pre-building the exact chunks retrieval is looking for.

This was central to our strategy at Semrush.



Content structure: The 3 S framework
Adapted for AI retrieval.

Structure
How headings map to fan-out

H2s are primary question or subtopic clusters. 

H3s are specific, answerable sub-questions 

within that cluster.

Why this matters for AI:

This maps directly to how query fan-out 

decomposes user intent into sub-queries. Each 

H2/H3 pair is a potential retrieval target.

H2: What Is Link Building?

H3: Why is link building important?

H3: How many links do you need?

Skimmability
The movie trailer test

If you only read the headings, do you know 

(a) what the article covers and (b) where to 

stop and engage?

Why this matters for AI:

AI retrieval systems use headings the same way a 

skimming human does — to locate the relevant 

section before extracting from it.

Read only your H2s aloud.

Does it sound like a table of

contents for the topic?

Search intent
Sentiment alignment

Analyze what the SERP expects. If results are 

solution-oriented, lead with positive framing.

Why this matters for AI:

LLMs align sentiment with the dominant tone of top-

ranking content. Fear language when the SERP 

expects helpfulness reduces citation odds.

✓ "Tracking keywords helps

you make better decisions."

✕ "Failure to track keywords

will harm your strategy."

I teach my team to use this framework for search optimization. But it maps 1:1 to how AI retrieval systems parse and select content.



NLP writing

1

Mirror heading syntax in your BLUF H2: Write Unique Meta Descriptions

✓ Write unique meta descriptions to give searchers a preview of your page and 

improve click-through rates.

✕ A meta description is a short snippet of text that appears in search results under 

your page title.

Tip: Reuse or paraphrase words from your heading at the start 

of your first sentence.

2

Answer questions completely in first 

sentence
H2: Why Is SEO Important?

✓ SEO is important because it can improve your visibility in search engines and 

drive traffic to your website.

✕ SEO is important for any business with a website presence. Because…

Tip: Search for "?" in your article and check each following 

sentence. Use "Yes," or "No," after yes/no questions.

3

Avoid unclear antecedents ✓ Write unique title tags for your pages to help search engines understand what 

each page is about.

✕ Write unique title tags for your pages to help search engines understand what 

they're about.

Tip: Check for ambiguity every time you use a pronoun like 

"this," "they," or "it."

These three rules have measurable impact on AI parsability. Put them in your style guide this week.



Semantic clarity H/T to Microsoft’s AI Guide for Marketers

What machines need to confidently parse and attribute your content.

Specificity over vagueness

✕ "quiet dishwasher"

✓ "42 dBA dishwasher designed for open-concept kitchens"

"Innovative" and "cutting-edge" mean nothing without measurable anchors. Anchor 

every claim in a specific fact.

Synonym reinforcement

✕ Using only "quiet" throughout

✓ "quiet" + "noise level" + "sound rating" + "decibel"

Related terms help AI connect concepts and match a wider range of fan-out sub-

queries for the same topic.

Clean punctuation

✕ Em dashes — arrows → stars *** exclamation!!!

✓ Periods. Commas. Semicolons.

Decorative punctuation breaks machine parsing. Em dashes confuse sentence 

structure. Keep it simple.

One claim per sentence

✕ "Our tool improves rankings, increases traffic, and reduces costs 
while being easy to use."

✓ "Our tool improves rankings." + "It also reduces costs by 30%."

Overloaded sentences are harder for AI to parse and attribute. Split claims so each 

can be independently cited.

These rules help humans read better and machines parse with confidence.



Technical checklist 60-second checkpoint

Not as fun for writers. But take the time to learn these. They can be essential to AI visibility.

Schema markup

FAQPage Maps directly to fan-out sub-queries. Pages with FAQ 

schema get 2.7× higher citation rates.

Article Must include author, datePublished, dateModified. 

Freshness signals feed recency bias directly.

Organization Include sameAs links to all your platform profiles. 

Drives entity disambiguation across AI systems.

Rule: Sparse schema hurts more than it helps. Fill every relevant attribute or 

don't bother.

Crawlability

robots.txt

Verify GPTBot, PerplexityBot, and ClaudeBot are not blocked. Many sites disallow 

them by default.

Cloudflare

Can block AI crawlers with certain settings. Check your settings — you may be 

invisible without knowing it.

JavaScript

Some AI crawlers don't render JS. If your content loads dynamically (SPAs, 

accordions, tabs), it's invisible to AI.

llms.txt

Emerging standard — tells AI what your site is about. Low cost to implement, but 

only 0.1% of AI crawler requests touch it. Not yet critical.

In particular, audit crawlability before investing in content strategy. You’re invisible to AI if you’re not letting through the door of your site.



How Semrush used            
(and uses) these tactics
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Case study/proof of concepts

Spoiler: We tripled our AI share of voice for target prompts in one month.
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The wake-up call
We launched AI visibility tools, only ChatGPT 
didn’t know we existed. If you queried 
ChatGPT about AI monitoring tools: Every 
competitor was mentioned, Semrush was 
not.

Meanwhile, LLMs were citing our blog 
hundreds of times.

Problem:
Citations ≠ Influence
Traffic ≠ Positioning

Transition line:
We realized we were being used without 
being chosen.
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Semrush confidential

The approach we used (that you can steal)

1 Identify target prompts. Hand-pick 20-50 bottom-funnel queries.

2
3
4
5

Establish daily measurement. Track visibility + share of voice daily. Think 
in ranges, not fixed rankings.

Inject into existing content. Update relevant content to naturally mention 
(and answer) prompts.

Expand beyond your domain. Reddit, Quora, acquired domains (e.g., 
Backlinko), social platforms.

Create fresh, citable content. Clear answers in first sentence; 
Fact-based, verifiable claims; No fluff; List-style, extractable structure.



Our baseline (and 30-day results)

13% AI Share of Voice

40% non-brand visibility

+30 days

32% AI Share of Voice 
(~3x improvement!)

50% non-brand visibility

Start
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Monday morning:
What to hand your content team

Run a monthly AI visibility audit Same set of target prompts across ChatGPT, Perplexity, 
Gemini, Google AI Mode, etc. Log who gets cited, how, 
and where. Do it monthly (or use a super handy AI SEO 
tool ).

Direct answers with reflective 
syntax under question-based 
H2s. Link-free. Original data 
nearby.

Add answer blocks to 
your top 20 pages

Can it be understood 
completely on its own? No 
unclear antecedents, no 
dependency hops, no outside 
context needed.

Apply to Answer Block 
Test to every section

Cover the full fan-out and sub-
query constellation. Speak to 
the entire intent behind the 
topic. One topic, many angles, 
interconnected.

Build answer kits, not 
standalone articles 
targeting a single 
query

Cloudflare bot settings, 
robots.txt, JavaScript 
rendering. Do this before 
anything else.

Audit technical 
access



Thank you
Questions? Comments?

Email: alexander.lindley@semrush.com

LinkedIn: https://www.linkedin.com/in/alex-lindley-50823437/


